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Abstract: 

The market research industry has been relatively slow to pick up on the tsunami of data being 

produced in the online world. This paper hopes to show how, with a little bit of ingenuity and 

technical skills, a wealth of information is freely available online that is of relevance to the 

market research industry and its clients. 

 

To demonstrate the value of this type of data, the paper presents a political case study created 

through the use of so-called “big data” analyses. Specifically, it looks at Twitter data, contrasting 

the networks of politicians, Helen Zille and Jacob Zuma. It covers: 

• Data scraping techniques to gather the data from social networks 

• Text mining analyses 

• Mapping social networks 
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Introduction 

Surveys and market research are inseparable. In fact, one might be forgiven for assuming that 

they are one and the same thing. However, the reality is that market researchers are in the 

business of providing their clients with the best data they can, regardless of whether it comes 

from a survey or any other source
1
. 

 

“Big data” is a buzzword in the business world. The 

promise of big data is the ability to harness and make 

sense of the flood of information being generated in the 

modern world through social media, search, mobile, 

location, and many other channels. 

 

Effectively sifting through and drawing insights from 

this data requires a researcher proficient in advanced 

data analysis and techniques from the realms of maths, 

physics and computer science. This seems to be a tall 

order for traditional market researchers who are more 

familiar with the tried and trusted methods of survey 

research and statistics. 

 

This paper presents a political case study created through the use of so-called big data analyses. 

The case study contrasts the Twitter networks of South African politicians Helen Zille and Jacob 

Zuma. It discusses data scraping techniques to gather the data from social networks, text mining 

tools and analyses, and the mapping of social networks in terms of their structure and the flow of 

influence through them. 

 

Our industry has been relatively slow to pick up on the tsunami of data being produced in the 

online world. This paper hopes to show how, with a little ingenuity and technical skill, a wealth 

of information is freely available online that is of relevance to researchers and their clients. 

                                                 
1
 Such as approaches like shopper research, non-survey-based qualitative research, MROCs, etc. 

Defining “big data” 

According to Wikipedia (2012): “Big data is a 

term applied to data sets whose size is beyond 

the ability of commonly used software tools to 

capture, manage, and process the data within a 

tolerable elapsed time… Examples include web 

logs; RFID; sensor networks; social networks; 

social data (due to the social data revolution), 

Internet text and documents; Internet search 

indexing; call detail records; astronomy, 

atmospheric science, genomics, 

biogeochemical, biological, and other complex 

and/or interdisciplinary scientific research; 

military surveillance; medical records; 

photography archives; video archives; and 

large-scale e-commerce.” 
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Specifically, this paper touches on analyses that can be used to answer questions in areas such as 

reputation management, communications planning, communications tracking, trend spotting and 

concept ideation (amongst others) by answering questions such as: 

• Who are the popular and/or influential individuals in my network (perhaps for 

endorsements or targeted messaging)? 

• What topics are people talking about? 

• What are the emerging topics and trends? 

• What are people saying about my brand, political party, charity, music, etc.? 

• Are they saying mostly positive or negative things? 

• Who is influencing whom within a specific topic of interest to me? 

• What is the nature of this influence i.e. how are they influencing people? 

• What sub-communities exist within my online community? 

• What do these sub-communities believe and how do they relate to my 

brand/organisation/etc? 

• How far is word of my brand or negative publicity being spread? 

• Who is sharing my content online? 

• And more… 

 

 Why Twitter? 

Unlike Facebook, Twitter is a public broadcast forum where users share both their thoughts and 

various types of content with likeminded people via individual text messages, or “tweets”, that  

are limited to a maximum length of 140 characters. This limit forces users to be succinct in what 

they say and share. With over 140 million users creating over 340 million tweets daily (Twitter 

Team, 2012), it offers a unique insight into the thoughts and feelings of a large portion of the 

world’s online population. This public information is potentially of interest to any individual or 

organisation that wants to understand what people are talking about, what they believe and what 

trends are emerging (such as governments, policy makers, businesses, artists, scientific 

researchers and non-profits, to name but a few). 
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 The research issue 

To demonstrate the value of this type of social media research, the paper focuses on the tweeting 

activities and networks of three Twitter accounts: 

 

 

Figure 1: Profile screenshots of the Twitter accounts of interest (Helen Zille and Jacob Zuma) taken in April 2012 

 

These individuals and accounts were selected due to the large amount of press coverage their 

activities on Twitter have created in recent months. Helen Zille in has been a particularly active 

and vocal Twitter user, and her comments (for example around “educational refugees”) have 

proven hugely controversial in South African society. A comparison of these two major political 

opponents make for a compelling story to illustrate the power of this type of research
2
. 

 

  

                                                 
2
 A simplifying assumption in our research is that Jacob Zuma tweets on his own behalf. This is almost certainly not 

the case for the PresidencyZA account (although it remains the official mouthpiece for his voice) but may apply to 

the SAPresident account. 
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A paradigm shift 

Michalis A. Michael points to three main areas where traditional market researchers 

misunderstand social media research (Barber, 2011): 

1. They adhere to traditional ideas such as referring to people who post comments as 

“respondents” even in the absence of the question-response paradigm of surveys
3
 

2. They focus on “private gardens” when most social media applies to public spaces 

3. They advocate an environment wherein traditional market research will not be able to 

compete with third-party developers who are unfamiliar, or do not care about, the 

industry’s codes of conduct 

 

In addition, when wading into the vast ocean of “big data” available online, one of the most 

important considerations to flesh out up front is how one defines a sample. Twitter comes with 

some unique considerations in this regard: 

• Online samples are very heterogeneous, often being sourced from around the world 

• It is more difficult to pre-filter based on selection criteria due to the relatively 

unstructured collection process (although Facebook is very good at this) 

• Indeed, it is often preferable not to predefine the sample in order to explore the 

communities that self-organise around research topics, whether brand- or social-related 

 

Another major distinction: market researchers are used to dealing with anonymized data at an 

aggregate level. Anonymization distances researchers from their subjects. Conversely, social 

media data consists of a universe of subjects with an unprecedented amount of uniquely 

identifiable personal information that highlights the same variation between people that market 

researchers usually disregard in their aggregate-level analyses. Social media data’s obvious 

heterogeneity encourages researchers to treat people as individuals, offering a new level of 

targeting accuracy and focus – a level that requires a paradigm shift in the way researchers 

approach their data and insights... 

 

  

                                                 
3
 CASRO suggests the term “participant” rather than “respondent” 
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Privacy and responsibility 

Market researchers are not the only ones faced with a paradigm shift. A world without privacy is 

a well-known, modern idea and exploring social media datasets brings this discussion to the fore. 

Never before have people with specific agendas had so much information available to further 

their own goals. 

 

Sources such as Twitter are public data although there are still many questions unanswered 

around how to deal with this data, and there is much variation in privacy laws between 

countries
4
. Part of the social contract of using Twitter is a tacit acknowledgement that what one 

says is being broadcast in a public forum, thus social media samples are populated with real 

people – a sample of individuals rather than an anonymous collective. This social contract 

changes the way researchers relate to their data, allowing them to hone in on specific individuals 

with a face, a name and, often, a location. This is new territory for market researchers and society 

in general. While Twitter users might tacitly accept that their broadcasts exist in the public 

domain and are therefore fair game for social, commercial and political use, some argue (e.g. see 

debate in Barber, 2012) that most people do not realise the full implications that this reality has 

for the way people conduct their online and offline lives. 

 

It is incredibly difficult to separate out issues of individual privacy and researchers' 

responsibilities in the milieu of today’s online world. It is not uncommon to see the use of the 

term “Big Brother” in connection to the unprecedented access that researchers have to 

individuals' daily lives, thoughts, beliefs and actions. It is vitally important to emphasize the 

responsibility that researchers have to think through the implications for the individuals involved 

of the research conducted in this area. If nothing else, readers should take away the grave 

seriousness of this new realm of hyper-targeted and publicly transparent research and treat it with 

the utmost respect
5
. 

                                                 
4
 Market research organisations such as ESOMAR (2011) and CASRO (2011) suggest that the same privacy, 

informed consent and separation from sales and marketing that applies to traditional research should also apply to 

social media research. These are generally industry guidelines and not legal requirements in every country around 

the world; however, they offer useful suggestions and it is recommended that readers familiarise themselves with 

these guidelines, links to which can be found in the References section of this paper 
5
 Example of abuse: China’s social media suppression of coup rumours relating to Bo Xilai (BBC, 2012) 
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Data collection and sample description 

Two types of data were collected for the purposes of this study:  

1. Actual tweets containing specific keywords 

2. User information directly from the Twitter API (“application programming interface”, the 

means by which developers interact directly with the Twitter platform) 

 

Collecting tweets 

The actual text content of individual tweets is the most popular type 

of data used for researching Twitter activity. It lends itself to the 

types of analyses that are most often associated with Twitter data 

such as text mining to quantify and characterise conversations. This 

is most commonly done by evaluating which words, phrases and 

topics are mentioned most often and the balance of sentiment within 

these conversations (i.e. are people saying mostly negative or 

positive things in their tweets?). 

 

For the purposes of this paper, the authors collected tweets that included the specific usernames 

of the accounts of interest. Custom Twitter searches were created to collect tweets that included 

the terms “helenzille”, “PresidencyZA” and “SAPresident”. In other words, all of Helen Zille's 

and Jacob Zuma's conversations were collected as well as those conversations referencing them. 

  

Collecting user information 

The authors relied on the invaluable assistance of Timothy Wilson to collect this data. 

Specifically, the data was collected by “scraping” (i.e. accessing, copying and storing) the meta-

data that is appended to every Twitter user. The meta-data includes variables such as the creation 

date of the account, the specified language of the user, specified location, personal user 

description and a list of the people that they follow (“follower IDs”). It is this last variable, a list 

of the people that an individual follows, that was of particular interest for this paper.  Using the 

follower IDs, it was possible to construct a ‘structural network’ (so-called because it maps the 

arrangement of the underlying Twitter network in the scraped data) showing who follows whom. 

Tweet dataset summary 

Number of tweets collected: 

• @helenzille = 28,500 

• @PresidencyZA = 3,500 

• @SAPresident = 2,900 

 

Time period: Sept’11-Mar ‘12 

 

Note: Due to the API limits 

imposed by Twitter, a 

substantial portion, but not all, 

of the tweets containing the 

search terms was collected. 
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Bearing in mind that this paper is intended as a proof of concept rather than a definitive 

examination of the South African political Twittersphere, two potentially biasing considerations 

apply to the structural dataset that was collected: 

1. The data was collected using a snowball sampling methodology. This is a well-known 

approach but it might have implications for the data that is collected in the end 

2. Twitter limits the number of requests that can be made to its API every hour. Thus, it was 

necessary to make a compromise on the volume of data collected by only scraping the 

first 1,000 follower IDs for each individual 

 

 Snowball methodology 

One of the authors' Twitter accounts was used as the starting point for collecting the Twitter 

network structure data. This approach was necessary due to the inherent restrictions of the 

collection tool used. Starting with the author's Twitter account, an 'ego network'
6
 of 64,357 

people (referred to as “nodes”) was created by collecting the following information (Figure 2 

visualises the collected sample): 

1. All the people the author follows (1 degree of separation) 

2. All the people they follow (2 degrees of separation) 

3. All the people they follow (3 degrees of separation) 

 

From this data it was possible to derive fractional degrees of separation, giving: 

• 1 degree: All the people the author follows 

• 1.5 degrees: How these people follow each other 

• 2 degrees: All the people they follow 

• 2.5 degrees: How these people follow each other 

• 3 degrees: All the people they follow 

• 3.5 degrees: How these people follow each other 

                                                 
6
 An ‘ego network’ refers to a network centred around a single individual 
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Figure 2: Diagram of the network structure dataset collected up to three degrees of separation from the author's 

Twitter account. The embedded networks of the accounts of interest are implied by the groups of coloured concentric 

circles within the larger scraped network (see Figure 3 for an illustration of this sub-sample). 

 

The ego network of 64,357 nodes that data was collected 

for contained unique IDs for 2,500,000 people
7
 including 

many popular Twitter users such as Bill Gates, Ashton 

Kutcher and Sarah Palin. Connecting so many nodes 

together resulted in an explosion of connections (referred 

to as “edges”) between nodes. The massive number of 

edges proved too cumbersome to deal with given the 

limited tools (Microsoft Excel, SPSS, R and Gephi)
8
. To 

create a dataset that was easier to manipulate, the focus of 

the network was “re-centred” from the author's original 

account to the three accounts of interest (see Figure 3). 

This was done by calculating every node's distance from 

                                                 
7
 Readers familiar with the concept of ‘6 degrees of separation’ will be unsurprised by how many nodes it was 

possible to collect in just three degrees of separation 
8
 To scale up data storage and manipulation on this scale would require hardware running platforms such as Hadoop 

or MapReduce 

Followers vs. following 

It is worth highlighting the distinction 

between whom a person follows and who 

follows that person. This study has 

focused on understanding who a person 

follows. The authors consider this a more 

relevant type of information than 

knowing who follows a person (the 

opposite direction). For example, a 

person might follow 500 people on 

Twitter but have 1,000 followers. The 

assumption is made that if someone 

chooses to follow someone else, this is a 

more valuable type of connection than 

knowing who is following that person 

because people are more likely to notice 

content from someone that they have 

chosen to follow and thus more likely to 

be influenced by that person. Therefore, 

knowing who someone chooses to follow 

is a stronger type of connection. 
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the accounts of interest and then filtering on nodes that were within one degree of separation 

from any one of the accounts of interest (initially nodes within two degrees were selected but this 

still resulted in a network with too many nodes, most of which had no relation to the South 

African Twittersphere). 

 

Figure 3: By only including nodes within one degree of separation of the accounts of interest, it was possible to re-

centre the network around these nodes and capture the core of the South African Twittersphere. 

  

Twitter API limitations 

Twitter limits users to a maximum of between roughly 150-350 requests to the Twitter API every 

hour. The actual query limit is throttled depending on the Twitter platform’s current load but 

never exceeds 350. These limits are a major consideration when dealing with the Twitter API as 

they place severe restrictions on the volume of data that it is possible to collect. A common, 

pragmatic compromise for collecting follower IDs while working within the API limits is to only 

collect the first 1,000 follower IDs per user. This was the solution used when collecting the 

network structure dataset for this paper. 
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It is important to note that there are reasons to justify 

why this approach might still collect acceptably 

accurate data. In terms of pure probability, this method 

ensures a bias towards collecting the most well-

connected people in the network. This effect is 

described as the “Friendship Paradox” whereby 

‘crawling’ (i.e. ‘hopping’ from node to node in a step-

wise manner) along a social network is more likely to 

lead to highly connected and well-placed nodes (Cohen, 

Havlin & ben-Avraham, 2003) and the phenomenon is observed in all complex networks where 

highly connected nodes, by definition, have an outsized chance of being linked to from any other 

node. Collecting information about prominent or well-connected people is assumed to be of more 

value than collecting information about poorly connected people who are often less active on 

Twitter in general (or even ‘spambots’
9
). Thus, a potential useful side effect of this collection 

method is an automatic cleaning out of “poor quality” nodes while focusing on high relevance 

nodes. Arguably, one might say that the overall network of 2.5 million nodes collected therefore 

is biased slightly towards containing more highly connected and better embedded people on 

Twitter rather than poorly connected and positioned individuals. 

 

In order to test the thoroughness of the data collection method given the follower IDs limits, two 

datasets collected in this way were compared. Both datasets were collected starting with the 

same author's ego network. The only difference was that the collection periods were separated by 

five months (November 2011 versus March 2012). It was found that most of the major nodes 

were present in both datasets and that the sub-communities identified within each network were 

consistent (see later section on community detection and modularity). However, a few large 

nodes were present in the second dataset that were not present in the first. Their late introduction 

points to the evolving dynamics of the underlying Twitter network, which likely saw new 

connections made in the five month gap between the first and the second collection periods, 

                                                 
9
 Spambots are non-human accounts that use varying levels of artificial intelligence to sense and respond to other 

users’ Twitter activity based on their specific parameters (such as replying with an automated message when a user 

mentions a specific phrase or word) 

Working with the Twitter API 

Twitter places restrictions on users in terms 

of the volume of data that they are able to 

extract at any one time. Considerations 

include: 

 

The amount of data that it is possible to 

extract per request depends on the type of 

data requested e.g. a single request gathers 

roughly 100 follower IDs. 

 

Gathering the dataset of 2.5 million nodes 

took two weeks but this time can be 

dramatically affected by the number of 

account authorisations you have. 
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allowing the collection algorithm to access parts of the network that were previously 

inaccessible. Specific accounts of interest that did not appear in the original dataset were 

@Bonang_M  (Bonang Matheba, model and television presenter), @dineoranaka (Dineo 

Ranaka, radio and television presenter) and @simphiwedana (Simphiwe Dana, songstress and 

outspoken social commentator)
10
. 

 

Data preparation 

 Software 

SPSS was chosen as the data management tool. The reason for this choice is its availability and 

familiarity within market research companies. This ensures that scripts can be easily shared with 

others. Furthermore, SPSS can handle a large number of cases and variables, restricted basically 

by the hardware limits and processing time. 

 

There are open source applications that would also have worked however. Many of them, like 

Python or R, suffer from a lack of familiarity within the market research industry; while the 

PSPP software package, an open source alternative to SPSS, lacks essential data management 

features (especially ‘VARSTOCASES’) necessary for this research. 

 

 Structural networks: cleaning and structuring the data 

The first step in the data management consisted of data cleaning. The data files initially 

contained 64,357 records; however, 5,832 of these were invalid and were removed. Whether a 

record was valid or not was established by checking if the first variable (the date the account was 

created) contained a date and time. 

 

The distances to the Twitter accounts of Helen Zille and Jacob Zuma were then calculated. The 

distance was defined as the number of steps needed for any other node to reach at least one of the 

target account nodes. The distance of the target accounts themselves was defined as ‘0’. If 

someone followed at least one of these three accounts, they were given a distance value of ‘1’. 

                                                 
10
 It is interesting to note that these individuals are all embedded within the same sub-community of our structural 

network (that relating to the ANC and its commentators) which might speak to the relatively isolated nature of this 

sub-community on the Twitter network in comparison to the other communities identified (see Findings section). 
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People following persons with distance ‘1’ (but not having a distance ‘0’ or ‘1’ already) were 

assigned a distance of ‘2’, etc. 

 

Distance Number of nodes 

Collected 64,357 

Cleaned 58,349 

<=4 37,695 

<=3 20,460 

<=2 12,753 

<=1 4,479 

0 3 

Figure 4: Table summarising number of nodes with a given distance from the nodes of interest 

 

Nodes with a distance greater than 4 were then removed. This left 37,695 nodes (the number was 

initially over 2.5 million if all of the follower IDs that were referenced in the original dataset 

were included). The number of edges between these nodes was 390,015. 

 

 Structural networks: speed issues 

Performance issues were encountered in the above steps. Though SPSS can theoretically process 

billions of variables, actually including a large number of variables can make processing very 

slow because the data dictionary becomes very large. Additional cases increase the processing 

time proportionally but this is not the case for additional variables. After a certain number of 

variables (depending on RAM size), adding more may need disproportionately more processing 

time (Peck, 2003). When working with large files in SPSS, it is better to work with long rather 

than wide files. This calls for the application of the ‘VARSTOCASES’ command. It is also 

necessary to process data as numerical variables instead of alphanumerical variables wherever 

possible (‘AUTORECODE’). 

 

 Tweets data: restructuring  

The tweets datasets also needed restructuring. These datasets were used to create the text mining 

and influence network analyses. First, all tweets that did not contain the hashtags of interest were 
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excluded. The targets of the tweets (if any) were then searched for by extracting strings starting 

with an “@” symbol, and these were put into new variables. After some restructuring, this file 

could be used as the source for nodes and edges files in Gephi, the network visualization and 

manipulation software. 

 

Influence networks: presence metric 

A “presence” variable was created in the influence network data based on the number of times an 

account name appeared as either a source or target within the actual tweets. This variable was 

used as a proxy for quantifying the volume of interactions associated with a specific node in the 

influence networks datasets. 

 

Influence networks: edge weights 

The edge weights were calculated by means of the ‘AGGREGATE’ command in SPSS. The 

weight is basically a count of how often each pair of source and target appears in the data. The 

data was first restructured to contain one source and one target variable in order to do this. 

 

Findings 

The following analyses were conducted on the data: 

1. Topic modelling of tweet content to identify key themes 

2. Text mining to identify popular keywords and hashtags 

3. Mapping the structural network of the South African political Twittersphere 

4. Mapping the networks of influence around specific conversation topics 

 

 Topic modelling 

Topic modelling using Latent Dirichlet Allocation (LDA) is a popular way of identifying the 

underlying topics that emerge from a text corpus in an undirected manner. LDA was used as a 

first attempt at understanding the main conversations surrounding the three accounts of interest. 

However, the results were uninspiring (see Appendix I for example output). This was mostly due 

to the sparse and heterogenous nature of tweet data. A 140 character limit, coupled with noisy 
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text data (due to the presence of Twitter-specific jargon, contractions and non-semantic strings 

such as URLs) created weak results using LDA topic modelling
11
. 

 

 Hashtags 

After the uninspiring results from the topic modelling approach, it was realised that Twitter data 

already contains clear topics in the form of hashtags. Hashtags are a notational convention that 

emerged early on in the lifetime of Twitter. Users denote the topic of conversation by including a 

single word (or phrase without spaces) prefixed with a “#” symbol in the body of their tweet. 

 

A simple “bag of words” analysis was used to count the occurrence of each hashtag in the tweet 

datasets. Figures 5 and 6 show the relative prominence of each hashtag in the form of word 

clouds where the labels are scaled based on the number of occurrences in the dataset.  

 

The main hashtags used in Jacob Zuma’s conversations included: 

1. The COP17 climate change conference (#COP17). Other climate-related hashtags also 

featured prominently in the top twenty hashtags associated with Jacob Zuma’s accounts, 

including #climate and #durban (the location of a major international climate meeting) 

2. The Protection of State Information Bill (#POIB). The #blacktuesday hashtag refers to a 

day of protests agains the bill 

3. The memorial events surrounding the unveiling of a statue of former Mozambican 

president, Samora Machel in Maputo, Mozambique (#SamoraMachel). Machel was a 

controversial politician and key supporter in the military fight against Apartheid 

 

Other notably prominent hashtags included the firebrand leader of the ANC Youth League, Julius 

Malema (#malema), the controversial arms deal that Zuma is associated with (#armstreaty) and 

the Dalai Lama, who was refused entry to South Africa to attend archbishop Desmond Tutu’s 

80
th
 birthday (#dalailama). 

                                                 
11
 This is not to say that there is no value in topic modelling using Twitter data. If the data were to be sensibly 

grouped, cleaned and prepared, one might still extract value from approaches such as LDA; but, for the purposes of 

this paper, the pragmatic decision was made to no longer pursue this approach, focusing instead on analysing the 

hashtags that already existed in the data. 
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Figure 5: Word cloud of hashtags in tweets from or mentioning the official and personal accounts of Jacob Zuma 

(@PresidencyZA + @SAPresident), South African president and leader of the ANC. Size of label represents 

frequency of hashtag in data. Word cloud created using www.tagxedo.com 

 

The main topics of conversation surrounding Helen Zille were: 

1. #askhelenzille was a hashtag that went viral, trending internationally at one point12. The 

original intent was to ask Helen Zille questions via Twitter, however the tag took on a life 

of its own with many of the questions becoming sarcastic, humorous or rhetorical 

2. The Protection of State Information Bill also featured very prominently for Helen Zille 

(#POIB, #blacktuesday and #SecrecyBill) 

 

                                                 
12
 The volume of use was enough to rank it as one of the most popular hashtags internationally for a period of time 
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Other noteworthy hashtags surrounding Helen Zille related to Zille’s banning of the use of 

flashing blue lights by official motorcades when navigating through the streets of Cape Town 

(#banbluelights) and Julius Malema (#malema)
13
.  

 

Figure 6: Word cloud for Helen Zille (@helenzille). Word cloud created using www.tagxedo.com 

 

 Structural networks 

The Twitter user information was used to create a network of the underlying structure of the 

dataset, showing who follows whom. This information was derived from each user’s list of 

follower IDs. The data was collected in April 2012. The Fruchterman-Reingold layout algorithm 

was used to place the nodes in space. Only nodes with a distance of 1 were included (see Data 

preparation section). Thus, networks shown in Figures 7, 8 and 9 represent the structure of the 

South African Twittersphere surrounding Helen Zille and Jacob Zuma. 

                                                 
13
 For a more detailed breakdown of the frequencies of the top twenty hashtags for each account, see Appendix II. 
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 Community detection 

The colours of the nodes represent different communities within the network as detected using 

the Louvain modularity algorithm. These colours seem to represent
14
: 

1. Purple = News media & political commentators 

2. Green = ANC and related commentators & celebrities 

3. Blue = South African creatives, musicians and foodies 

4. Yellow = SA IT, media and geek folk 

5. Red = Cape Town-related folk 

 

Structural network by follower count 

 

Figure 7: The South African Twittersphere with nodes sized based on the number of followers that they have 

 

Figure 7 shows that South Africans tend to follow a mix of politicians and celebrities. The top 

ten Twitter users with the most followers in the dataset were (also see Figure 8): 

                                                 
14
 To more thoroughly confirm that these algorithmically-defined community groupings are accurate, communities 

need to be independently coded by humans to see how well the two methods align, but this was beyond the scope of 

this paper 



18 

1. @Bonang_M – Bonang Matheba, radio (Yfm) and television (SABC1) presenter 

• Description: “Made from sugar & spice and all things NICE...A living mannequin.... 

Sweetheart.....Queen....Livewire...Superman's girl.... Chuck Norris' daughter!” 

2. @Julius_S_Malema – Julius Malema, political firebrand and ANC Youth League leader 

(unverified account, not clear whether it is a spoof or official account) 

• Description: “Hasta la vista, baby” 

3. @helenzille – Helen Zille, leader of the DA and premier of the Western Cape 

• Description: “Western Cape Premier and Leader of South Africa's Official Opposition 

Party: The Democratic Alliance” 

4. @dineoranaka – Dineo Ranaka, radio (Yfm) and television presenter (E-TV) 

• Description: “Invest in me today and avoid the rush tomorrow! R.A.D.I.O - Realise 

Accept Dineo Is Outstanding!! The devil himself fears me...” 

5. @SAPresident – Jacob Zuma, South African president and leader of the ANC 

• Description: “President of the Republic of South Africa.” 

6. @BryanHabana – Bryan Habana, professional rugby player and former Springbok rugby 

player (the South African national team) 

• Description: “Pro Rugby Player, Proud South African & Blessed Husband. Living 

Life To the Fullest while living my Dream!!!” 

7. @JohnSmit123 – Professional rugby player and former captain of the Springboks 

• Description: “Rugby player at Saracens in the UK - Husband,father and proud South 

African” 

8. @RealBlackCoffee – DJ and radio presenter 

• Description: “Love Light Music......” 

9. @davidkau1 

• Description: “Comedian, Owns a Modelling Agency, Media Company, Film & Tv 

Production company, Blacks Only. Husband & Father” 

10. @albiemorkel – South African cricketer 

• Description: N/A 
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Figure 8: Top 10 South African twitter accounts in this study in terms of number of followers (April 2012) 
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Structural network by betweeness centrality 

A very different picture emerges when nodes are scaled based on “betweeness centrality” which 

has been shown to be a good proxy for influence in a network. Betweeness centrality is 

essentially a measure of the how many of the shortest routes from any one node to any other 

node in a network pass through a specific node (or person in this case). If someone has a high 

betweeness centrality in the structural networks in this paper it is possible to say that they act as a 

kind of bottleneck (or conduit) that connects relatively disparate cliques within the network. 

Therefore, by virtue of who follows them, they weave otherwise separate communities together. 

 

 

Figure 9: Structural network with nodes sized based on betweeness centrality 
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Nodes with a high betweeness centrality include (see Appendix III for account screenshots): 

1. @khayadlanga - Khaya Dlanga, news and op-ed political columnist 

• Description: “Struggling womaniser. Humourist. Seriousist. Typoist. Leader of 

People's Army Against Typo Nazis. Never eats black Jelly Babies.” 

2. @LindiMazibuko – Lindiwe Mazibuko 

• Description: “Leader of the Opposition in the South African Parliament; Democratic 

Alliance MP for North Durban; baker, mover, shaker; hopeless romantic.” 

3. @matthewbuckland – Matthew Buckland 

• Description: “A tech entrepreneur on a mission. Creative Spark | memeburn.com | 

gearburn.com | ventureburn.com” 

4. @MandyWiener – Mandy Wiener 

• Description: “Eyewitness News Reporter and author of Killing Kebble” 

5. @RyanCoetzee – Ryan Coetzee 

• Description: “DA strategist, Special Advisor to Western Cape Premier, cricket and 

rugby enthusiast, lover of the absurd and father to Danny Boy.” 

6. @msmkokeli - Sam Mkokeli 

• Description: “Business Day Political Editor. Conspiracy theorist. Dry sense of 

rumour.” 

7. @RobVanVuuren - Rob Van Vuuren, one half of comedy duo, Corne and Twakkie 

• Description: “Rob Van Vuuren is Rob Van Vuuren” 

8. @Ferialhaffajee – Ferial Haffajee 

• Description: “Ferial Haffajee is editor of City Press in South Africa. She believes 

Africa will be a Bric - the future that is currently defined by Brazil, India and China.” 

9. @DaveDuarte – Dave Duarte 

• Description: “Digital Media Educator and Entrepreneur.” 

10. @ArnoCarstens – Arno Carstens 

• Description: “Solo Singer/songwriter’ and lead singer of Springbok Nude Girls.”  
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Structural network by Authority 

The Authority metric is an output of the HITS algorithm. The HITS algorithm is the predecessor 

to the PageRank algorithm, which Google uses to serve up its search results based on relevance. 

Authority is essentially a measure of the value of a node’s content. It is based on the number of 

well-connected nodes (a.k.a. “hubs”) that point to the node in question (Kleinberg, 1999). The 

idea is that the more good quality, well-connected nodes that point towards a specific node, the 

higher its authority must be. 

 

 

Figure 10: Structural network with nodes sized using the HITS' Authority metric 
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Nodes of interest identified using the HITS algorithm include (see Appendix IV for account 

screenshots): 

1. @helenzille – Helen Zille, leader of the DA 

2. @SAPresident – President Jacob Zuma’s private account 

3. @mailandguardian – Mail and Guardian newspaper 

4. @PresidencyZA – President Jacob Zuma’s official account 

5. @ferialhaffajee - Ferial Haffajee, editor of City Press newspaper 

6. @LindiMazibuko – Lindiwe Mazibuko, Leader of the Opposition in the South African 

Parliament 

7. @MandyWiener – Eyewitness News reporter 

8. @TimesLive – The Times and The Sunday Times newspaper 

 

The three structural networks in this paper demonstrate that there are multiple ways of defining 

influence in a network, each with its own strengths and weaknesses. The metric that one chooses 

to use in the end will depend on the underlying data structure, how edges have been defined in 

the network and the specific research question in mind. In the analyses above, certain accounts 

such as Ferial Haffajee, Lindiwe Mazibuko, Helen Zille, SAPresident and Khaya Dlanga come 

up repeatedly and it is probably safe to say that these people hold particularly strong positions 

within the South African Twittersphere as defined in this research. 

 

Influence networks 

As Michael Wu points out, in order to really understand the flow of influence in a network, it is 

necessary to create "influence networks". 

 

The structural networks show who is connected to whom on Twitter. They do not necessarily 

show who influences whom. Network statistics such as betweeness centrality are only as good as 

the underlying network that the data is embedded in. How the connections in a network are 

conceptualised is far more important than how the nodes are conceptualised; thus, it is important 

to carefully consider how an edge is defined in a network i.e. what connects nodes to each other. 
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For the influence networks in this section, an edge was created 

whenever someone retweeted, responded or in any other way 

interacted with another node. The assumption here is that 

interactions between individuals are concrete evidence of a 

behaviour change having occurred as the direct result of one 

user’s actions. Thus, such interactions are far more valuable to 

track than simply knowing who someone follows. Defining the 

network in this way means that the statistics that are produced 

are far more meaningful
15
. 

 

Influence is contextual 

A person might be influential on the topic of cars but not on the topic of fashion. Therefore, the 

influence networks in this paper were created around specific topics of conversation. This was 

achieved by only analysing tweets that included specific hashtags. Two topics of discussion were 

chosen for the purposes of this paper: 

1. Talk around Julius Malema and the ANC Youth League whose actions have been the most 

challenging and controversial in the post-Apartheid South African political landscape 

2. Discussions around the Protection of State Information Bill which has elicited an 

unprecedented  response from civil society who claim that the bill is designed to allow 

the government to conceal corrupt activities 

 

Presence metric and influence weight variable 

Unlike in the structural networks, it was possible to weight the edges between nodes based on the volume 

and direction of interactions between individuals. An interaction was defined as a retweet or any tweet 

mentioning another user
16
. This made it possible to identify the node pairs with the highest levels of 

interaction (i.e the nodes that influence each other the most) and the direction of that influence (i.e. who 

mentioned or retweeted whom). 

                                                 
15
 For example, knowing someone has a high betweeness centrality in an influence network means that an inordinate 

amount of interactions are flowing through them, making them particularly influential 
16
 These are still quite crude definitions of interactions. Greater accuracy could be gained in future by, for example, 

distinguishing between conversations where both people contribute equally versus a one-sided conversation where 

only one person is talking and the other is not responding 

The direction of influence 

The edges include directionality. In 

order to read the direction of 

relationship, two pieces of 

information are important: 

1. The edge colour will be the same as 

its source node 

2. The curve of an edge indicates its 

direction: read an edge clockwise 

from a source node to a target 

node 

 

The AGGREGATE command looks 

at unique pairs of sources and targets. 

For example: @mbalimcdus-

@DA_Youth, and @DA_Youth-

@mbalimcdus are different edges 

with their own unique weights. This is 

clearly visible in Figure 13.  
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Finally, nodes were sized based on their volume of interactions in the dataset overall ie. based on how 

often their username appeared in the data. This was referred to as a “presence” metric
17
. 

 

It is worth highlighting a biasing factor in the influence networks in this paper. When the authors 

originally embarked upon this research, they were not 100% clear on the direction the research would 

take. Thus, the tweet data used for these networks is based around tweets scraped for the three accounts of 

interest. This biases the presence that these nodes enjoy in the influence networks. A better approach for 

future research would be to identify the hashtags of interest up front and collect tweet data based on the 

hashtags rather than specific individuals. For the purposes of this paper though, the below deliverables 

should be robust enough to give the reader a good idea of the potential for this type of analysis. 

 

 Influence network: ANC Youth League discussions 

The following hashtags were included in the analysis of this conversation: #malema, #ANCYL 

and #ANCYLMarch. The resulting dataset consisted of 143 tweets. 

 

Figure 11: Influence network showing the discussions between users around hashtags relating to the ANC Youth 

League and Julius Malema 

                                                 
17
 This metric could also be further refined by modulating the score based on the qualitative nature of user mentions 

and conversations. For example, is a retweet worth the same as a mention? Or, should the metric be weighted based 

on a user’s number of followers, for example? Note: see the Data preparation section for how this variable was 

defined 
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A few influence relationships stand out in this dataset, easily identifiable by the thick edge 

weights between nodes (see Figure 11): 

• @Lenniebos to @helenzille - Ann Lategan, a real estate consultant in Johannesburg 

who mostly seems to reshare Helen Zille’s content (pointing towards the importance 

of identifying the directionality of influence, an important area of future research) 

• @Lenniebos to @phillipdewet – Phillip de Wet, associate editor of the Mail & 

Guardian newspaper 

• @Julias_Malema to @helenzille - a spoof account of Julius Malema 

 

Unfortunately the data for this influencenetwork was relatively sparse. However, the second 

influence network looks at a larger dataset... 

 

Influence network: Protection of State Information Bill discussions 

This analysis consisted of the following hashtags: #BlackTuesday, #POIB, #POSIB, #secrecybill 

and #stopthesecrecybill; resulting in a total of 654 tweets. 

 

From Figure 12 it is apparent that interactions appear to be rather polarised between the accounts 

of interest. Few major interaction relationships that cross the political divide between Jacob 

Zuma and Helen Zille (i.e. blue communities versus orange and turqouise communities) are 

apparent. Unsurprisingly, most interactions seem to occur between like-minded individuals. 

 

If the edges with a low weight are filtered out, Figures 13 and 14 show the influence cliques that 

become apparent. 
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Figure 12: Influence network around the topic of the State Protection of Information Bill 
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Figure 13: Influence clique between @hopeleighm and @PresidencyZA and @SAPresident 

 

 

Figure 14: Influence network surrounding Helen Zille and members of the Democratic Alliance 
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Nodes of interest in Figure 14 include: 

• @MariusMR - Marius Redelinghuys, DA Parliamentary Research and Communications 

Officer 

• @LindiMazibuko – Lindiwe Mazibuko, Leader of the Opposition in the South African 

Parliament and a MP for North Durban 

• @mbalimcdust - Mbali Ntuli, DA Youth Chair and Councillor in eThekwini 

• @RichwilkinsonCT - Richard Wilkinson, researcher into Western Cape provincial law 

reform, the internet and public policy 

• @kameelpremhid - Kameel Premhid, member of the DA’s federal council 

• @TiaanK89 - Tiaan Kotzé, provincial DA North West Province Youth Director 

 

It is interesting to note that @PatriciaDeLille (Patricia de Lille, leader of the Independent 

Democrats and mayor of Cape Town under an alliance with the DA) features in terms of 

presence but not in terms of influence, perhaps implying that she might benefit from a more fully 

formed Twitter communication strategy. As it stands, others recognise her online but she is not 

capitalising on this. 

 

Conclusions 

Some of the analyses explored in this paper are, to the best of the authors’ knowledge, novel 

applications within the traditional market research industry
18
 which has mostly focused on 

survey-based approaches (with obvious peripheral exceptions such as shopper research, 

qualitative, MROCs, neuroscience, etc.). 

 

The paper has covered how to identify topics of conversation in social media data, the mapping 

of underlying structural networks in order to identify communities and how people are connected 

to each other, and, finally, the mapping of networks of influence in order to understand who 

influences whom in specific contexts. These analyses are useful to researchers who wish to 

advise their clients on a wide variety of topics such as reputation management (and damage 

                                                 
18
 This refers more to the network mapping than the hashtag analyses which are more common 
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control), communications planning, communications tracking, identifying emerging trends, 

ideation processes and more. 

 

Writing this paper has been a journey of discovery. As a result, some analyses were not 

conducted in the most optimal ways which were often only identified while working with the 

data. However, the deliverables highlighted should serve as clear proof of concepts for some of 

what is possible within the world of big data. 

 

Big data represent a new frontier for market, social and political research. With it comes a 

paradigm shift in the way that researchers relate to their data. No longer are they dealing with 

anonymous, broadly generalisable samples. Rather, they are now confronted with very specific 

information about private individuals. This insight comes with its own responsibility, both in 

terms of privacy and in terms of the agenda that the researcher holds. A clear moral compass and 

guidelines are needed to ensure that the data (and people) are treated with respect and in a 

manner conducive to their rights of personal freedom and choice. Industry organisations such as 

ESOMAR and CASRO have already outlined guidelines for researchers in this area and it is 

highly recommended that readers familiarise themselves with the considerations associated with 

this type of data. 

 

These very important issues aside, the world of big data and social media research represent the 

ability to track, model, define and influence social behaviour on a scale, and with a level of 

accuracy, previously unknown in human history. It is the authors’ hope that this research has 

gone some way to illuminating this potential. The future is exciting. 
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Appendix I: Topic modelling (LDA) output  

 

Figure 15: Topics extracted from the first 2,000 tweets mentioning “helenzille” using LDA. 

Topics were not distinct enough to warrant pursuing this approach further 
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Appendix II: Top 20 hashtags by account 

 

@PresidencyZA and @SAPresident 

@PresidencyZA Count   @SAPresident Count   
@PresidencyZA 
+ @SAPresident Count 

#blacktuesday 61   #COP17 87   #COP17 124 

#SamoraMachel 50   #SAPresident 38   #blacktuesday 93 

#climate 45   #GROW 36   #POIB 50 

#durban 45   #Zuma 35   #SamoraMachel 50 

#COP17 37   #blacktuesday 32   #ANC 49 

#POIB 35   #SONA 21   #climate 45 

#ANC 32   #PresidentSona 20   #durban 45 

#G2 29   #DT 19   #G2Cannes 43 

#ArmsTreaty 21   #SABCPresQues 19   #SAPresident 38 

#Dalailama 18   #education 18   #GROW 36 

#Census211 17   #WEF 18   #Zuma 35 

#1daysAction 16   #ANC 17   #Malema 27 

#Mogoeng 15   #SouthAfrica 16   #ArmsTreaty 21 

#fb 14   #Malema 15   #SONA 21 

#G2Cannes 14   #POIB 15   #PresidentSona 20 

#AskHelenZille 13   #AfricaRising 14   #DT 19 

#BB 13   #Diwali 13   #SABCPresQues 19 

#Malema 12   #Africa 12   #Dalailama 18 

#NHTL 12   #humanrights 12   #education 18 

#Afriforum 10   #NationalForeskinDay 12   #WEF 18 

 

 @helenzille 

@helenzille 1-10 Count @helenzille 11-20 Count 

#askhelenzille 1704 #banbluelights 80 

#helenzille 287 #ANC 64 

#POIB 178 #AskHelen 62 

#BlackTuesday 170 #askhelenzille" 59 

#DA 142 #fb 58 

#SecrecyBill 125 #Malema 55 

#CapeTown 113 #VoteTableMountain 55 

#FF 95 #SA? 54 

#Blueflash 93 #SouthAfrica 51 

#askhelenzille? 92 #tnabizbrief 51 
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Appendix III:  

Top 10 accounts by  

betweeness centrality 
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Appendix IV:  

Top 8 accounts by  

Authority (HITS) 

 


